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Chapter 1

Introduction

In the DFG-Project “Modelling Inferences in Mental Models” (see Claus et al. (1998),
http://ki.cs.tu-berlin.de/ sppraum) we investigate mental models built during text understand-
ing. The texts we use describe spatial situations. A simple example would be

Torsten is standing in the kitchen.
The refrigerator is standing right of Torsten.
On the refrigerator there is a bowl.!

From the sentences we build a graph, in which the nodes represent the objects while the arcs
represent spatial relations. In contrast to propositional approaches where the composition of
spatial relations must be defined by rules (e.g. right(A,B) « right(A4,C), on(C,B).) we follow
an approach similar to one applied in robotics. Objects are represented by simple 3-dimensional
geometrical forms (cuboids or cylinders) and have a coordinate system at their center. The relation
between two objects A and B can then be described by the 4 x 4 transformation matrix 7" that
maps the coordinate system of A onto the coordinate system of B. The matrix consists of a 3 x 3
matrix R describing the necessary rotation of the coordinate system and a translation vector A
of length 3 which “moves” the origin of A’s coordinate system onto the origin of B’s coordinate
system. To allow for inversion and composition of the matrices we add a filler vector below.
Therefore the matrix has the following form if we only consider rotations around the (vertical)

Z-axis. o 0
cos —sin 0
T= (0 {)% 0 ?) with R=1|sin6 cos®# 0
0 0 1

In this context, a spatial relation like right is defined by constraints on the transformation matrix.
To infer that a spatial relation between two objects holds, we have to prove that its constraints are
satisfied. Obviously, a sentence like “The refrigerator is standing right of Torsten” does not specify
the exact position and orientation of the refrigerator with respect to Torsten. Unlike the approach
in (Waltz and Boggess 1979) we don’t use default values. This means that the transformation
matrix is not fully numerical but contains variables with unknown values for the rotation angle and
the translation vector. The exact size of objects is also unknown, so that a cylinder is described
by two variables for its radius and height, respectively.

A main problem in defining spatial relations in this way is the inherent fuzziness of expressions like
“right of Torsten” in everyday language. In some psychological experiments (Franklin, Henkel,
and Zangas 1995; Vorwerg and Rickheit 1998) overlapping regions have been found. We cannot
express this uncertainty in our system of constraints if we suppose exact constraint satisfaction.

1We actually use german texts. This example is intended to demonstrate the sort of spatial relations we model.



But in the context of machine learning we naturally get some fuzziness back into the regions
due to the errors of the classifier. Our interest in this area arose by the complicated expressions
defining the constraints. In the general case, they consist of (in)equations containing trigonometric
functions and terms involving (possibly constrained) variables. Such inequations cannot be decided
with syntactical methods in general. Therefore, methods of inductive generalization on examples
developed in classification (concept-) learning may be applied. That is, we want to learn regions
(predicates) A and B and check that A is a subset of B. Formally, it is to be proved whether
the implication Vx(A(x) — B(z)) is true (proving a single constraint is a special case). A and
B are expressions in predicate logic consisting of predicates describing numerical constraints. z
is a vector of variables. I.e. the functions (truth-)value(A4) and value(B) € {0,1} describe (in
the general case disconnected) class regions in R™ in which the constraints A and B are satisfied
or not satisfied, respectively. (I.e. these functions are the membership functions of the A- and
B-regions.)

If we wanted to prove the implication “semantically”, every valuation of z (by a real valued n-
dimensional vector) satisfying A has to be shown to satisfy B, too. Since such testing is not
possible in the complete domain of real numbers, we use inductive generalization, i.e. we generate
a finite “training set” of points (vectors) equally distributed over a region in R™ covering the A-
and B-regions, respectively, and compute the truth values of A(x) and B(x) for all x in the training
set using the given numerical constraints and the truth tables of logical functors occurring in 4 and
B, respectively. Le. a finite “set-of-support” for the functions value(A4) and value(B) is generated.
Now algorithms of classification learning (e.g., decision tree learning or Perceptron) construct
classifiers which — by inductive generalization — decide the class membership of an arbitrarily
chosen z (not necessarily contained in the training set) by a sort of “interpolation”. This is done
typically with some generalization error arising in our case due to the unavoidable approximation
of the boundaries between the A-region and the not_A-region (first classification problem to be
solved) and between the B-region and the not_B-region (second classification problem). The
generalization error can be measured using a test set of classified example vectors different from
the training set. Now the implication Vz(A(z) — B(x)) can be “decided” within the limits of
approximation error by testing whether every z taken from the test set and classified as belonging
to the A-region (i.e. value(4)=1) also belongs to the B-region (value(B)=1, too). It can be
shown that by gradually increasing the size of the training set together with increasing a certain
parameter of CALS5, the accuracy of the class boundary approximation can be made arbitrarily
high. This is analogous to the definition of real numbers by sequences of intervals of decreasing
length.

In the next chapter the algorithm CALJ5 is used to construct decision trees is described. In chapters
3 and 4 we detail our experiments for two simple examples. In chapter 5 we summarize our results
and discuss the problems and possibilities of this approach to learning spatial relations.



Chapter 2

Overview of CALS5

The algorithm CALS5 (Unger and Wysotzki 1981; Miiller and Wysotzki 1994; Michie et al. 1994;
Miiller and Wysotzki 1997) for learning decision trees for classification and prediction converts real-
valued attributes into intervals using statistical considerations. The intervals (corresponding to
discrete or “linguistic” values) are automatically constructed and adapted to establish an optimal
discrimination of the classes in the feature space. The trees are constructed top-down in the usual
manner by stepwise branching with new attributes to improve the discrimination of classes. The
order of attributes for tree building is computed using the transinformation (entropy reduction)
measure. An interval on a new dimension (corresponding to the next test refining the tree on
a given path) is formed if the hypothesis “no class dominates in the interval” can be decided
on a user defined confidence level o by means of the estimated conditional class probabilities.
“Dominates” means that the class probability exceeds some threshold ¢ given by the user. The
confidence level a for estimation of the appropriate class has an inversely proportionate effect
compared to the threshold t. A greater value results in lower classification accuracy and higher
discrimination ability of CALS.

In more detail: If during tree growing a (preliminary) terminal node representing an interval in
which no class dominates is reached, it will be refined using the next real-valued attribute z for
branching. Firstly, all values of training objects reaching that terminal node are ordered along the
new dimension z. Secondly, values are collected one by one from left to right forming intervals
tentatively. Now with the user-given confidence level 1 — a for estimating the class probabilities
in each current tentative interval I on z, a confidence interval [d;,ds] for each class probability
depending on the relative frequency n./n of class ¢ and the total number of values n in the current
interval is defined. A Bernoulli distribution is assumed for the occurrence of class symbols in I, i.e.
a source delivering class symbols independently. Then for each tentative z-interval I the following
“meta decision”is made

1) If for a class ¢
t < d1(ne/n,n,a)

then decide “c dominates in I”. ¢ is a user-given threshold (for example ¢ = 0.9) defining
the maximal admissible error in class detection as 1 —¢. If ¢ dominates in I the path will be
closed (“pruned”) and ¢ attached as a class label to the newly created terminal node.

2) If for all classes ¢ in I
da(ne/n,n,a) < t

i.e. no class dominates, the tree is refined using the next attribute.

3) If neither 1) nor 2) holds, I is extended by the next value of the order on z, and the procedure
repeated recursively until all intervals (i.e. discrete values) of x are constructed.



A special heuristics is to be applied in the case that (due to the finite training set) there are
“rest intervals” on dimension z fulfilling neither hypothesis 1) nor hypothesis 2). The confidence
interval [d1, d2] is approximated using the Chebychev-Inequality, for computational reasons. (This
results in somewhat too large intervals for each dimension z and in a loss of class discrimination.
A finer approximation of the class boundaries — here by piecewise axis-parallel hyperplanes — may
be obtained by storing tables of confidence intervals for the Bernoulli distribution and using table
look-up. This leads to an increasing time for the learning phase.)

Finally adjacent intervals with the same class label are joined. Note that in the case of very large
training sets 1 — ¢ is a uniform error bound (on confidence level 1 — «) for all terminal nodes of
the final tree where hypothesis 1) could be confirmed.

If costs for not recognizing single classes are given, CALS uses class dependent thresholds ¢. (¢
being the class not correctly recognized). From decision theory it follows (Unger and Wysotzki
1981) that one has to choose

t. & const/costy,

where cost, is the cost for misclassification of an object belonging to class ¢. The cost matrix must
be given by the user. From the cost matrix, class dependent threshold values t. are computed
such that classes with a high cost for misclassification receive a lower threshold. Note that the
overall errors might increase (see section 3.6). A vector with the thresholds for the classes can
also be given directly. For details see (Miiller and Wysotzki 1994; Miiller and Wysotzki 1997).

The trees are automatically pruned by CALS5 during learning. Another difference to CART and
the ID3-family (see Michie et al. (1994) for an overview and more detailed references) is that
not only binary discrete valued attributes can be constructed by the learning algorithm but in
principle (depending on the training set) attributes with an arbitrary number of discrete values
(i.e. intervals). CAL5 was included in the ESPRIT-Project StatLog (Michie et al. 1994) and
performed very well on the data sets mostly suited for decision tree learning. In fact it was the
best performing algorithm for the credit data sets.



Chapter 3

Experiment with a bar

In this chapter we show the application of CALS5 for a simple example problem. While the
problem itself is of no interest and could easily be solved directly, it allows us to observe the
effects of mutually dependent decisions in the preparation of test data and the parameter settings
for the program. Furthermore the approximation of the solution can be compared with the known
optimal solution.

3.1 Defining the problem

4.5 T
theta

‘Borders for A and B
regions are right of the border

35 ' 4

y o 25 F ‘ 4
.7 Border of B region
. ‘
d 2+ J
. 15 4
L7 Iab Border of A region
d 1+ i
d @
VAN y T at---L- 05 g
g AX X oo
N . Delta
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(a) Bar right of S (b) Regions for A and B

Figure 3.1: Original and transformed problems for right

Let us consider the following scenario (see Fig. 3.1(a)): we have a bar with length [, which can
be rotated by any angle §. We define that the bar is right of a point S iff all points of the bar are
located in the region bounded by the first and second diagonal. Tt is obvious that the bar is right



of S when the points a and b are in the right region. We define that the bar is in the A-region iff
its end points are right of S. Analogously we say that the bar is in the B-region iff any point is
right of S. We simplify this problem by considering only one fixed point of the bar. Without loss
of generality, we say that the bar is in the B-region iff its middle point is in the right region of S.
Obviously, the implication Vz(A(z) — B(x)) is valid, because every point = {A;, Ay, 0,1} in
the A-region must be automatically in the B-region. In order to make the class structure visible in
a 2-dimensional parameter (feature-) space we consider the constraint A, > A, i.e. the relation
“right of or behind S” using in addition the scaling transformation A; = (Ag — Ay)/lap (The exact
right of S region will be considered for the more complicated case of a rectangle in chapter 4).
Thus we can write the regions as follows:

A > 0 (3.1)
A; > sin(f) — cos(h) .
A; > (sin(f) — cos())/2 (3.3)

The A-region is determined by inequations (3.1) and (3.2), and the B-region by (3.1) and (3.3).
With the abbreviation z = sin(f), the explicit boundary between the A-region and not_A-region
can be computed in this simple case and is given by (3.4), analogous for the B-region by (3.5).
The corresponding regions are shown in Fig. 3.1(b).

sa=falA) = Ay2x/1/2-A2/4 (3.4)
zp=fp(A) = Ar+4/1/2-A7 (3:5)

3.2 Learning the regions

We learn decision trees for the A-region and B-region with CAL5. Then we classify “unknown”
test objects not used for learning, i.e. we compute whether they are in class A or not_A, and
in class B or not_B, respectively. The learned decision trees represent the (learned) boundary
between A-region and not_A-region, B-region and not_B-region, respectively. The goodness of
the learned boundaries can be measured by the test errors. Alternatively one can compare the
function for the boundary with the computed approximation by an axis parallel piecewise linear
function represented in the decision tree. Furthermore we wanted to “prove” the implication
Vz(A(z) — B(z)). This is done by classifying the A-region test set by the decision tree for the
B-region. Every point in the A-region should be in the B-region; for points in the not_A-region it
is irrelevant whether they are in B or in not_B (analogous to the logical implication).

3.3 Generation of data sets

The two parameters # and A; span a region of the R?, i.e. the original problem is transformed into
the parameter space (called “configuration space” in robotics). We generated a finite “training
set” of points equally distributed over a subset § € [0, 7] and A; € [-0.5,2.0] of R? and computed
the truth values of A and B for each vector (6,A;) of the training set, respectively. Then the
training set was split into a learning set and a test set for A and B, respectively. While the range
for 0 is determined by the problem, the range for A; was not so fixed by natural constraints (see
below).

As CALS is a statistical algorithm it is important to generate equally distributed points. If we
had chosen a maximum value for A; which would be more appropriate for the spatial reasoning
domain described in 1, the areas for A and B would be much larger than those for not_A and not_B,



respectively. In this case CALS5 could even for reasonably large threshold values ¢ “swallow” the
not_A and not_B regions and always output A, or B. To compensate for this effect one can use
class dependent threshold values (see section 3.6). For our first experiments we preferred to keep
the problem simple and have picked a A; value for which A and not_A have approximately equal
sizes, and the ratio between points in B and points in not_B is approximately 65:35.

3.4 Setting the parameters of CALS

CALDS5 uses two parameters: a threshold value ¢ and a confidence level a. Which values for these
parameters are reasonable and/or yield optimal results depends highly on the problem domain
and the sample size. To study the effect of these parameters we ran our example with varying
values for ¢t and «a. First we created training sets and test sets with 500, 1000 and 2000 points for
the A-region/not_A-region and B-region/not_B-region, respectively. On these data sets we ran the
following series over a grid of a and t. We let a run from 0.1 to 0.6 in steps of 0.05, and ¢ from
0.45 to 0.95 in steps of 0.05.

e Use the training sets to learn A and B with the current («,t) pair.
e Run the learned decision trees with the test sets for A and B, respectively.

e Use the B classifier to classify the A test set (thus checking whether the implication
VO, A, : (A0, A;) = B(,A;)) holds for the classifiers).

train error, A-classifier "learn_A_500p" —— train error, B-classifier "learn_B_500p" ——

(a) A-region (b) B-region

Figure 3.2: Learn errors for A and B region with 500 points

error, implication "implication_500p" ——

Figure 3.3: Resulting error for implication A — B with 500 points

10



The errors can be seen in Fig. 3.2 and Fig. 3.3 for the 500 points dataset, in Fig. 3.4 and Fig. 3.5
for the 1000 points dataset and in Fig. 3.6 and Fig. 3.7 for the data set with 2000 points.

train error, A-classifier "learn_A_1000p" —— train error, B-classifier "learn_B_1000p" ——

(a) A-region (b) B-region

Figure 3.4: Learn errors for A and B region with 1000 points

error, implication "implication_1000p" ——

Figure 3.5: Error for the implication A — B with 1000 points

We only show the figures for the learning case and the implication, those for testing are similar.
The most significant difference is the absolute amount of errors, the test errors are slightly larger
than the learn errors. The errors decrease with increasing threshold ¢. For ¢ = 0.9 the threshold
cannot be reached for the 500 point data set. As a result we can state that the optimal values

train error, B-classifier
train error, A-classifier "learn_A_2000p" — "learn_B_2000p" ——

(a) A-region (b) B-region

Figure 3.6: Learn errors for A and B region with 2000 points

11



error, implication "implication_2000p" ——

0.2

0.1

0.0

alpha *2 0.4

06 5 0.7

0.9

Figure 3.7: Error for the implication A — B with 2000 points

for the CALS parameters are a = 0.25 and ¢ = 0.85. These are also the default values. Very good
results are also obtained with a high value for ¢ and a high value for o, fi. o = 0.6 and ¢t = 0.95.

3.5 Results

In Table 3.1 the errors for learning with the optimal CAL5 parameters are shown. With an
increasing number of data points the errors are decreasing, the error for testing the implication is

near 0. That means that we learned a good approximation of the correct boundaries for A and

B, respectively. Furthermore we “proved” the implication (to be more precise we had to fix a

threshold for accepting the implication to be true).

A-region | B-region

learn test | learn test | implication
500 points || 4.5 5.6 | 3.4 38 0.7
1000 points || 3.7 5.7 |24 2.8 0.5
2000 points || 3.1 4.4 |24 3.9 0.3

Table 3.1: Errors for the experiment with a bar, all errors are given in per cent

Figure 3.8: Decision tree for the A-region, learned with 1000 points, class

is A, param means A; and param is 0. a =0.25,t = 0.85

means not_A, class

One advantage of decision tree learning is that the resulting trees can be interpreted. For this
simple problem the trees are small enough to be easily inspected. The decision tree for learning

12



A with 1000 points and parameters o = 0.25 and ¢t = 0.85 is shown in Fig. 3.8. The after the
class-symbol means that there where not enough data for a statistically correct decision.

We have drawn the learned A-regionsin Fig. 3.9 and Fig. 3.10. The computed boundary is included
to clarify the improvement in the approximation. Figure 3.9(a) shows the A-region with computed
boundary between the A-region and the not_A-region. Fig. 3.9(b) shows a comparison of the real
(computed) boundary of the A-region with the learned one for a learning set of 500 points. There
is a relatively large classifying error of about 5 . The errors for 1000 and 2000 points are 4
and 3 | respectively. Furthermore the error for classifying the A-region test set by the classifier
of the B-region is near 0 . This means we “proved” the implication above inductively.

4.5 T T T 4.5 T :
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3t of TPme 0a 8% AN 1 3t 1
2o Eéja oo g %DDD g® . +++j”}
251 geet e sfe p) 1 25t 1
< i oy o B glpn ] . b
g o2p ) Slweewong/e o0 8 2 f
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o UL A A e T
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: i S R S SR s O ’
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delta_| delta_|
(a) -region is right of the t boundary (b) r  boundary points

Figure 3.9: Computed boundary of the A-region and the learned boundary for 500 points
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Figure 3.10: Learned boundaries compared with computed boundary
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3. lass dependent threshold alues

In Chapter 2 we mentioned the ability of the concept learning algorithm CALS5 to decide for a
class ¢ using a class dependent threshold ¢.. I.e. a decision for class ¢ is made in an interval I if
the probability (c¢/I) exceeds t.. Low t. for some class ¢ means that the learning algorithm is
“more sensitive” with respect to this class or “pays more attention” to it. Since it can be shown
(Miiller and Wysotzki 1994; Unger and Wysotzki 1981) that

t. = const/C.

where C, is the cost for not recognizing class ¢, the algorithm tries to detect the "important” classes
(i.e. those with low thresholds) more carefully in order not to overlook one of them. In general
this leads to a higher mean error for important classes but to lower costs of misclassification.

To study the effect of different threshold values, we performed experiments with the bar and
considered not_A to be the important class which must not be overlooked. For demonstration
purposes we set the treshold for not_A to the very low value of 0.65. Fig. 3.11 shows that the
system tries to establish A-regions with small errors (i.e. if a point is classified as A, it is indeed
in A) allowing higher errors for the not_A regions. While the overall errors are large for this
small number of objects, it is obvious that the computed boundaries move to the right, i.e. the
probability of erroneously deciding for A when a point is in not_A is reduced. As can be seen in
the figure, the small threshold for not_A allows CALS5 to classify a whole horizontal strip as not_A
thereby ignoring large regions of A. This could be prohibited if we had chosen a larger value for
A; because the A part of that interval would become larger.

3. roblems

The application of CALS5 led to several problems. Firstly, we cannot generate points over the
whole R? but only over a subset. This can lead to extra classification errors. In this example
where the region “right of S” is to be learned, the region left of the point S is irrelevant, because
CALS5 can “cut off” at the -azis. The region left of S can be not_A and not_B only. Therefore it
is su cient to include data for a small “strip” left of S to ensure that, at this border, CAL5 can
generalize correctly. The problem in this case is the cut off at the right side. At this border CAL5
cannot generalize correctly. This can lead to (possibly) large errors if we don’t have information
about the maximal values for A, Ay, and I, that may occur in our problem domain. If, on
the other hand, we have only a finite problem domain, we must take into account the relative
probabilities of the classes. If one class is a lot larger than the other, we have to provide different
thresholds to ensure that the small class is recognized. Until now we don’t have experience with
reasonable class dependent thresholds.

Secondly, the dimension of the problem domain is critical. In this 2-dimensional example, we got
good results even for 500 points. In case of a higher-dimensional parameter space we might need a
lot more data to reach the threshold ¢. As shown in the next chapter, this entails a huge increase
in the use of memory and runtimes.

Thirdly, we have to specify how large the classification error may be if we accept the learned
regions and the “proof” of the implication. Preferably, we would like the error not only to be
small but also to be evenly distributed along the border between the classes. That is we want to
be sure that there are no subspaces in the problem domain where the error is excessively large.

At any rate human reasoning is always error prone and approximative, which has led to the
development of non-monotonic, fuzzy, and probabilistic logics. Also the representation of concepts
by the nervous system can never be exact because of its limited power of discrimination.

14
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Chapter

Experiments with a rectangle

4.1 S enario

The scenario is almost like in chapter 3, but in-
stead of a bar we use a rectangle. The rectangle
(see figure 4.1) has a length I, and a height [,
and may be rotated by an angle 6.

The rectangle is right of a point S iff all points
on the rectangle are right of S. This condition is
satisfied when all the corners a b ¢ and d are
right of S. Now the A-region contains all points
(Az, Ay, lap,la ,0), for which all corners of the
rectangle are right of S (like in chapter 3). The
B-region contains all points in the 5-dimensional
feature space for which any one point (we arbi-
trarily choose the middle point) of the rectangle
is in the right-area of S. Again, we also want to
prove the implication Vx(A(x) — B(z)). It is ob-
vious that every point in A should be in B, too,
because when all the corners are right of S, every
point of the rectangle must be right of S. (This
holds for any convex geometrical object.)

Figure 4.1: Rectangle — —c— in
the right — area of

4.2 Set of ine uations for the problem

We write the condition that a corner is right of .S (A-region) as follows:

e Point a:
A, > 0 (4.1)
Ay > Ay (4.2)
Ay > =4y (4.3)
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e Point b:

Ay lgpcos(@) > 0 (4.4)
Ay lepcos(0) > Ay lgpsin(d) (4.5)
Ay lapcos(8) > —Ay —lasin(d) (4.6)
e Point c:
Ay lgpcos(@) — 1, sin(@) > 0 (4.7)
Ay lapcos(@) — 1, sin(@) > Ay  lgpsin(@) 1, cos(f) (4.8)
Ay lapcos(0) — 1, sin(@) > —Ay —lasin(f) — 1, cos(6) (4.9)
e Point d:
Ay —1l, sin() > 0 (4.10)
Ay =1, sin(@) > A, 1, cos(d) (4.11)
Ap =1, sin(@) > —Ay,—1, cos(d) (4.12)

The constraints for the B-region (any point of the rectangle is right of , we use the one in the
middle) are the following:

Ay adgpcos(d) — I, sin(d) > 0 (4.13)
Ay odgpcos(d) — 1, sin(0) > A,  adepsin(f) l, cos(6) (4.14)
Ay odgpcos(d) — 1, sin(0) > —A, —alesin(@) — 1, cos(h) (4.15)

The additional parameters @ and can be chosen from «, € [0,1]. For the point in the middle
of the rectangle we have « = = 0.5.

4.3 Generation of data sets and learning the regions

We expect the learn errors and the errors for the implication to decrease with an increasing number
of training points. Therefore we generated six data sets: two sets with 5000 points, two with 10000
points and two with 20000 points, i.e. one for the A-region and one for the B-region, respectively.
The data points were generated by using an random generator, which generates the points equally
distributed over a bounded area in the 5-dimensional feature space. The ranges for the parameters
Az, Ay, las,lo and 0 were

-05 A, 100 -100 A, 10.0 (4.16)
0.0 ls 100  6€][0,27] 0.0 1, 10.0 (4.17)

The ranges for I, and [, are reasonable for our problem domain, though one might choose a larger
lower bound. The maximum values for A, and A, should perhaps be larger, but for this series we
thought a more compact data space would be advantageous. For the ranges above, approximately
25  of the data were in A, and about 45  were in B.

The errors not only depend on the number of training examples but on the CALS5 parameters o
and ¢, too. For that reason we ran CALS for all pairs (a,t) over a grid on a and t.

The data sets where very large, so we used crossvalidation for testing. We split the data into 10
equal sized parts and used 9 parts for learning and the tenth part for testing. The learn and test
errors were averaged over the 10 program runs.
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4.4 Results

1 pti al para eters

For all data sets (5000, 10000 and 20000 points of data) we ran the learn and test processes several
times with different values for the CALS parameters o and ¢t. a was varied between 0.1 bis 0.65
in steps of 0.05, and t between 0.45 and 0.95 in steps of 0.05. The learn errors for the A-region
and the B-region and the implication error for the 20000 points data set are shown in Fig. 4.2 and
Fig. 4.3. The test errors and the result for the smaller data sets are very similar.

Error of Learning Error of Learning
A-Region B-Region
error ’ 20000points_a-region learn.gnu’ error ' 20000points_b-region_learn.gnu’
05
04
03
02 ————

—— <> —\
— =~ _“"‘ —
,‘-\__\“‘, N
‘-——\\‘-—_‘9
Baa———————

(a) A-region (b) B-region

Figure 4.2: Learn errors for A and B region with 20000 points

In Fig. 4.2 and Fig. 4.3 we can see the in uence of the parameters « and ¢. The optimal parameters
for our task are a = 0.6 and t = 0.8. These parameters are optimal only because B is learned very
badly. The high error rates for high threshold value ¢ and low « indicate that the data set was to
small to learn the relation with the desired accuracy. The failure to learn B also caused the high
implication error. To get an error rate of nearly 20 , and that only if we allow for an uncertainty
of 60 in our statistical decisions (see chapter 2) is clearly unsatisfactory. If one only considers
A, the optimal result is achieved for & = 0.6 and ¢t = 0.85 (learn error 9 ), but the error for
the default values @ = 0.25 and t = 0.85 is su cient at 14.3 . All better results are somewhat
unexpected, for instance the parameters a = 0.5 and ¢t = 0.7 yield a learn error rate for A of 12

Error of Implication
A—B

error *20000points_implication.gnu’

o ‘

===
= b

Figure 4.3: Error of implication A — B with 20000 points

18



.2 Results for opti al para eters

In Tab. 4.1 the learn and test errors for both the A-region and the B-region, and the error of the
implication are shown.

A-region | B-region
learn test | learn test || implication

5000 points || 10.2 14.4 | 11.6 19.3 9.6
10000 points || 9.3 13.3 | 11.5 19.4 9.3
20000 points || 9.2 129 | 11.1 18.1 8.5

Table 4.1: FErrors for the experiment with a rectangle, all errors are given in per cent,
a=06and t=0.8

First of all one can see the very good generalization of the algorithm CALS5. Learn and test errors
for both regions are nearly the same; the difference might result from the fact that we used for
testing only 1/10 of the dataset. Therefore the test error may be larger than the learn error. Still,
the generalization is not too bad.

Secondly, the errors shrink with increasing numbers of data points, as predicted. Also, the variance
of the errors was small. For 2000 points the error for learning A was in the range [8.8,9.8], the
error for learning B was in the range [10.5,11.4], and the implication error varied between 7.0 and
9.5 in the ten runs.

A comparison with the results of the bar experiment (see chapter 3) shows that the errors are
much larger here. One reason for this relatively large errors seams to be the higher dimension
of the feature space. In the bar experiment 500 points correspond to approximately 22 points
per dimension. For the rectangle, even 20.000 points only correspond to 7 points per dimension.
To get the same density of points we would need over 5 million points. Thus we expect to get
reasonably small errors for larger data sets.

| | not- A | A | whole A-region |

5000 points 2.7 39.2 10.2
10000 points 2.6 36.2 9.3
20000 points 2.7 34.6 9.2

Table 4.2: Learn errors for the A-region, split into not_A-error and A-error and the learn error of
the whole A-region; errors are given in per cent, & = 0.6 and t = 0.8

| | not-B| B | whole B-region |

5000 points 104 | 13.1 11.6
10000 points 11.7 | 11.3 11.5
20000 points 10.7 | 11.6 11.1

Table 4.3: Learn errors for the B-region, split into not_B-error and B-error and the learn error of
the whole B-region; errors are given in per cent, « = 0.6 and t = 0.8

In Tab. 4.2 and Tab. 4.3 the errors from Tab. 4.1 are broken down into the errors for the regions
and their complements. While the errors for the not_A-region are acceptable, those for the A-
region are very large. On the other hand, the errors for the not_B-region and the B-region are
nearly the same, but they are relatively large. This different behaviour of the errors may be caused
by the different data distributions. In the data sets, about 25  of the points are in A; whereas
about 45  of the points were in the B-region. This might explain the deviance in the A and
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not_A errors, and the similarity of the B and not_B errors. As yet we have no explanation for the
higher B errors.

3 ther ranges for the data

For verifying that the choice of the boundaries for the feature space was not critical for the errors,
we did a second series of experiments in which we doubled the maximum values for A, and A,. The
results were very similar to the results above. The optimal values for the CALS parameters were
the same, and the learn and test errors didn’t change much. As these ranges for the parameters
0, Az, Ay, lay, and [, are more appropriate for our problem domain, we used them for our last
experiments. Thus we have

-0.5
0.0

Ay

lab

20.0
10.0

—20.0 A,
0.0 I,

20.0
10.0

(4.18)

0 € [0,2n] (4.19)

To check whether the error decreases with increasing data, we ran another series of experiments
with 100002, 200001, and 400002 points, which were randomly generated from a uniform distri-
bution in the feature space. For every experiment a new set of data was generated. For these
ranges, approximately 32  of the data were in class A (£3 ), and approximately 48  were
in class B (£4 ). Two thirds of the points were used for training, the last third was used for
testing. We did not use crossvalidation because of the large running times!. All experiments were
run with the CALS parameters a = 0.25 and ¢ = 0.85. Our previous experiments have shown that
these parameters are reasonable if the data set is large enough to reach the desired threshold. The
results are shown in Tab. 4.4. Every column corresponds to a different data set.

Error/ 100002 points 200001 points 400002 points
success rates Exp. 1 Exp. 2 Exp. 3 Exp. 4 Exp. 5 Exp. 6 Exp. 7
Learning A

Error for not A 0.112418  0.052850 0.0841435 | 0.0744714 0.0919416 | 0.0883434 0.052451
Error for A 0.305488  0.39324  0.27957 0.170837  0.163193 | 0.209531  0.226188
Total success rate | 0.827953  0.842773 0.855808 | 0.895923  0.886211 | 0.874571  0.893887
Testing A

Error for not A 0.111044  0.055987 0.0895859 | 0.0786397 0.0950092 | 0.0969621 0.054815
Error for A 0.320533  0.403439 0.302439 | 0.184405  0.181525 | 0.228476  0.236501
Total success rate | 0.824804  0.839143 0.844963 | 0.888746  0.878411 | 0.862436  0.889136
Learning B

Error for not B 0.128785  0.137451 0.218854 | 0.147031  0.100431 | 0.104512  0.120771
Error for B 0.14392 0.223368 0.105405 | 0.113777  0.155403 | 0.12288 0.118886
Total success rate | 0.863863  0.820934 0.836053 | 0.869081  0.873026 | 0.886627  0.880143
Testing B

Error for not B 0.137712 0.137042 0.22477 0.153294 0.108291 0.107885 0.124511
Error for B 0.153923 0.223654 0.114377 0.121935 0.165174 0.128441 0.125308
Total success rate | 0.854503  0.821414 0.828853 | 0.861956  0.864176 | 0.882146  0.875103
Error for A— B | 0.0431034 0.123944 0.0270244 | 0.0291371 0.0511669 | 0.0330386 0.031969 |

Table 4.4: Error and success rates for a series of experiments with CALS
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The last row of the table gives the error for the learned implication “if the corners of a rectangle

are right of |, then the middle of the rectangle is right of , too”. Note that this implies the

rule “if the corners of a rectangle are right of , then all its inner points are right of ”, which is

inductively proved for all values of the parameters within the region of the feature space defined

by (4.18) and (4.19). This holds because for the four smaller rectangles with one of , , ¢, ,and
as opposite corners, the rule is also proved according to the generation of the training set.

The parameter t of CALS5 defines the maximally admissible error, which has been set to 1—t = 0.15
(see above). Looking at the table, it can be seen that this error is achieved for the data sets with
200001 points and 400002 points, respectively. Moreover, the error rates for the learning and test
sets are nearly equal for each data set indicating a very good generalization (i.e. no overfitting).
There is a large difference in the A and not_A errors which is probably caused by the corresponding
difference of the sizes of the A and not_A regions in the feature space, which leads to different
a priori probabilities for classes A and not_A. This effect can be compensated for by using class
dependent threshold parameters (Miiller and Wysotzki 1994; Miiller and Wysotzki 1997).

For these larger numbers of training data, the errors for B and not_B converge. This is what
we expected because the classed have nearly equal size. Though we cannot visualize the border
between B and not_B, we assume that — as in the 2-d case shown in Fig. 3.1(b) — the gradients
may be higher than for the A/not_A border and thus harder to approximate with axis-parallel
functions. Still, as in the simple case with the 2-dimensional feature space in chapter 3, we see
that we get good error rates when the training set is large enough. Of course, the errors for this
more complicated example are higher than those for the bar, but we have relatively fewer data, if
we consider the larger dimension of the feature space.
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