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Intro duction

Optimal control theory: Optimize sum of a path cost and end cost. Resultis
optimal control sequencend optimal trajectory.

Input: Costfunction. Output: Optimal trajectory and controls.

Classical control theory: what control signalshould! giveto movea plant to a
desiredstate?

Input: Desiredstate trajectory. Output: Optimal control trajectory.
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Types of optimal control problems

Finite horizon ( xed horizon time)

X 5 environment

—

controlled trajectory
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Dynamicsand environmentmay depend explicitly on time.
Optimal control dependsexplicitly on time.
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Types of optimal control problems

Finite horizon (moving horizon)

—
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Dynamicsand environmentare static.
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Optimal control is time independent.
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Types of optimal control problems

Finite horizon (moving horizon)
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Dynamicsand environmentare static.
Optimal control is time independent.
Similar to RL.
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Types of optimal control problems

Other typesof control problems:
- minimum time

- in nite horizon, averagereward

- in nite horizon, absabing states

In addition one shoulddistinguish:
- discretevs. continuousstate
- discretevs. continuoustime
- observablevs. patial observable
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Overview

Deterministic optimal control (Kapp en, 30 min.)

- Introduction of delayed reward problemin discretetime;

- Dynamic programmingsolution and deterministicBellmanequations;

- Solutionin continuoustime and states;

- Example:Masson a sping

- Pontryagin maximumpprinciple; Notion of an optimal (particle) trajectory
- Again Masson a sfring
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Overview

Stochastic optimal control, discrete case (T oussaint, 40 min.)

- StochasticBellmanequation(discretestate andtime) and DynamicProgramming
- Reinfacement leaning (exact solution, value iteration, policy improvement);
Actor critic networks;

- Markov decisionproblemsand probabilisticinference,;

- Example:robotic motion control and planning
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Overview

Stochastic optimal control, continuous case (Kapp en, 40 min.)

- Stochasticdi erential equations

- Hamilton-Jacobi-Bellmarequation(continuousstate and time)

- LQ control, Ricatti equation;

- Exampleof LQ control

- Leaning; Partial observabiliy: Inferenceand control,

- Certainty equivalence

- Path integral control; the role of noise and symmetry breaking; e cient
appoximate computation(MC, MF, BP, ...)

- Examples:Double slit, delayed choice,n joint arm
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Overview

Reseach issues (T oussaint, 30 min.)

- Leaning;

- e cient methods to computevaluefunctions/cost-to-go
- control underpartial observabiliy (POMDPS)
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Discrete time control

Considerthe control of a discretetime deterministicdynamicalsystem:
Xt+1 = Xe+ F(t; Xe;up);, t=0;1::;T 1
Xt descrilesthe state and u; speci es the control or action at time t.

Givenxi=g = Xg andug:t 1= Ug;Uq;:::;ur 1, we cancomputex.r.

De ne a cost for eachsequencef controls:

K 1
C(Xo;UpT 1) = (XT)+ R(t; X¢; ut)
t=0

The problem of optimal control is to nd the sequenceug.t ; that minimizes
C(Xo;Uo:T 1)-
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Dynamic programming

Find the minimal cost path from A to J.

CQJ) 0;C(H)=3C(l)= 4
C(F) = min6+ C(H);3+ C(l))
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Discrete time control

The optimal control problem can be solvedby dynamic programming. Introduce
the optimal cost-to-ga
X1 !
J(t; X¢) = min (X1) + R(S; Xs; Ug)

Ut:t 1 o=t

which solvesthe optimal control problem from an intermediatetime t until the
xed endtime T, for all intermediatestatesx;.

Then,
J(Mx) = (X)
J@O;x) = umin C(X; Uo:t 1)
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Discrete time control

Onecanrecursivelycomputed (t; x) from J(t + 1; x) for all x in the following way:

'§( 1
J(t; X¢) = UIrtr_lTin1 (X1) + R(S;Xs; Us)
' s=1
5 1 #!
= min R(t; X¢;u) + min (X1) + R(S;Xs; Us)
Ut Ut+1: T 1 o= t41

= ITlljln (R(t, Xt, Ut) + J (t + 1 Xt+1 ))
t

min (R(t; X¢; ) + I+ Lxe + £ (8 x5 u))
t

This is calledthe Bellman Equation

Computesu as a function of x; t for all intermediatet and all x.
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Discrete time control

The algaithm to computethe optimal control u,.+ 4, the optimal trajectory X .t
and the optimal costis givenby

1. Initialization: J(T;x) = (X)

2. Backwards: Fort = T 1;:::;0 andfor all x compute

Uy (X)

J(t; X)

argminf R(t; x; u) + J(t+ L,x + f (t;x; u))g

R(t; x;u )+ J(t+ 1L, x+ f(t;x;u,))

3. Forwards: Fort = 0;:::; T 1 compute

Xerp = X¢ + £ (6 X5 up (X))

NB: the backward computationrequiresu, (x) for all x.
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Continuous limit

Replacet + 1 by t + dt with dt! O.

Xt+dgt = X¢+f (Xt; Ut;t)dt
Z 1

C(Xo;Uor 1) = (X7)+ i d R( ;x( );u())

Assumel (x; t) i1s smooth.

J(t;x) = muin (R(t; x; u)dt+ J(t+ dt; x + f (x; u;t)dt))
muin (R(t; x; u)dt + J(t; x) + @J (t; x)dt + @J (t; xX)f (x; u; t)dt)
@ (tx) = min(R(tx u)+f (5 u)@JI(x 1)

with bounday conditionJ(x; T) = (X).
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Continuous limit

@J(t; x) = muin(R(t;x;u)+f(x;u;t)@J(x;t))

with bounday conditionJ(x; T) = (X).
This is calledthe Hamilton-Jacobi-BellmarEquation

Computesthe anticipated potential J (t; X) from the future potential (x).
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Example: Mass on a spring

The spring force F, =  z towards the rest position and control force F, = u.
Newton's Law

F= z+u= mz
with m = 1.

Control problem: Giveninitial positionandvelacity z(0) = z(0) = Oat timet = 0,
nd the controlpath 1< u(0! T) < 1suchthat z(T) is maximal.
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Example: Mass on a spring

Introducex; = z;X> = z, then

X1 = X2

Xo = X1+ U

The endcostis (X) = Xj; path costR(x; u;t) = 0.

The HJIB takesthe form:

o - G L,
= Q Q @ u= Sign Q
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Example: Mass on a spring

The solutionis

J(t; X1; X2) cost¢ T)xp+sin(t T)xo+ (1)
u(t; xi;x2) = sign(sin(t  T))

As an exampleconsiderT = 2 . Then, the optimal control is

u= 1 0<t<

u= 1; <t< 2

. .
NP o Rk, W s
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Pontryagin minimum principle

The HIB equationis a PDE with bounday condition at future time. The PDE is
solvedusingdiscretizationof spaceand time.

The solution is an optimal cost-to-gofor all x andt. From this we computethe
optimal trajectory and optimal control.

_
_/

An alternative appoachis a variational appoach that directly nds the optimal
trajectory and optimal control.
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Pontryagin minimum principle

We can write the optimal control problem as a constrainedoptimization problem
with independentvariablesu(0! T) andx(0! T)

Z T
- T)) + R : .
u(o! Trr)];IXn(O! T) (X(T)) . dtR(x(t); u(t);t)
subjectto the constraint
x = f(x;u;t)

and bounday condition x(0) = Xy.

Introducethe Lagrangemultiplier function (t):

Z 1
C = (x(T))+ . dt[R(t; x(t);u(t)) (O (€ x(t);u(t))  x(1))]
Z 1
= (x(T)) + i dtf H(t; x(t);u(t); (1) + (1)x(t)]
H(t;x;u;, ) = R(t;x;u) f (t;x;u)
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Derivation PMP

The solutionis found by extremizingC. This givesa necessg/ but not su cient
condition for a solution.

If we vary the action wrt to the trajectory x, the control u and the Lagrange
multiplier , we get:

C = x(x(T)) x(T)
Z 7

+ dtf Hyx x(t) Hy u(t)+ ( H +x(t) (t)+ (t) x(t)]
0
= ((x(x(TM))+ (T)) x(T)
Z1 h i
+ dt ( Hx (t)) x(t) Hy u(t)+( H +x(t) (1)
0

@H (tx (t),u(t); (1)
@ (t) '

For instance,H, =
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We cansolveH ,(t; x; u; ) = 0 for u and denotethe solutionas
u (t;x; )

AssumeH convexin u.

The remainingequationsare

X H (txu (tx ); )

— Hy(tx;u (X ); )

with bounday conditions

X(0) = Xo ()= x(x(T))

Mixed bounday value problem.

Bert Kappen ICML, July 5200823




Again mass on a spring

Problem
X1 = Xz X2= X1t U
R(x;u;t) = 0 (X) = Xi
Hamiltonian
H(t;x;u;, ) = R(t:x;u)+ Tf(txu)= 1Xo+ o X1+ U)
H (X ) =  1Xa2  2X1 | 2] u = sign »2)
The Hamilton equations
Cy .
X= @ ) X1= X2, X2= X1 sign( 2)
= @I— ) 4+ = 2, 2= 1
@ 7

with x(t = 0) = xgand (t=T) = 1.
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Comments

The HIB methad givesa su cient (and often necessiy) condition for optimality.
The solution of the PDE is expensive.

The PMP methad providesa necessigy condition for optimal control. This means
that it providescandidatesolutionsfor optimality.

The PMP methaod is computationally less complicated than the HIJB methad
becausdt doesnot requirediscretizationof the state space.

Optimal control in continuousspaceand time containsmany complicationsrelated
to the existence,uniquenessand smaothnessof the solution, paticular in the
absenceof noise. In the presenceof noisemany of theseintricaciesdisappea.

HJB generalizeto the stochasticcase,PMP doesnot (at leastnot easy).
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Stochastic di erential equations

Considenthe randomwalk on the line:
Xt+1 = X¢+ ¢ = 1

with Xo = 0. We can compute

Xt = i
i=1
Since X; IS a sum of random variables, x; becomesGaussiandistributed with

X X X
X2 = hiji= 2 4 hiji=
;] =1 =1 I =1;j 6i

Note, that the uctuations / P t.
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Stochastic di erential equations

In the continuoustime limit we de ne

dXi = Xtsar Xe=d
with d anin nitesimal meanzeroGaussiarvariablewith d 2 = dt.
Then
d xi = 0; ) i (t) =
dt - -
% X = ) X% (t) = t
L 1 (X Xo)?
(X; tjXg;0) = pzitexp X
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Stochastic optimal control

Considera stochasticdynamicalsystem
dx = f (t; x;u)dt + d

d Gaussiamoisehd id ;i = j (t; x; u)dt.
The cost becomesan expectation:
* 7 . +

Ctx;u(t! T)) = (x(T)) + d R(t; x(t);u(t))

t

over all stochastictrajectories starting at x with control pathu(t! T).

Note, that u(t) aspat of u(t! T) isusedat time t. Next moveto x + dx and
repeat the optimization.
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Stochastic optimal control

We obtain the Bellmanrecursion
J(t; x¢) = rrl]in R(t; X¢;up) + hI(t + dt; Xes gi)l
Z t
N(t+ dt; Xeegr)l = AXt+ gt N (X4 gt]Xe; dt)I(t+ dt; Xe+ qt)

= J(t; x¢) + dt@J (t; x;) + hdxi @I (t; x;) + % dx? @J(t; x¢)

hdxi = f(x; u;t)dt
dx> = (t; x;u)dt

Thus,
@J (t; x) = muin R(t;x;u)+ f(x;u;t)@J(x;t) + % (t; x; u)@J (x; t)

with bounday conditionJ(x; T) = (X).

Bert Kappen ICML, July 5 200829




Linear Quadratic control
The dynamicsis linea
X

dx = [A(t)x + B(t)u+ b(t)]dt+  (Cj(t)x+ Dj(Hu+ j(1))d j;
j=1

The cost function is quadratic

(x) = %XT Gx
R(x;u;t) = %XT Q(t)x + u' S(t)x + %UTR(’[)U

In this casethe optimal cost-to-gois quadraticin X:

1

J(t; X) EXT Pt)x+ T(t)x+ (t)

ui) = (ox) (1)

djdjO — ”(dt

Bert Kappen
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Substitution in the HIB equationyieldsODEsfor P;

P. =

X
PA+ AP+

X
[A BR 'S]" + [C

p —
R v =

N| -
N

B'P+ S+ D/PC;
i=1

R 'S
X

R YB' + D/P ;)

with P(tf) = G and (tf) = (tf) = 0.

C/PC;+Q S$'R 'S

Djlﬁ 1§]TP i T Pb
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Example

Find the optimal control for the dynamics
dx = (x+ u)dt+d d? = dt

with endcost (x) = 0 and path cost R(x; u) = 3(x? + u?).

The Ricatti equationsreduceto

PR = 2P+1 P? di
= 0

I

[
NI

i,

with P(T) = (T) = (T)= 0and

u(x;t) = P(t)x

Bert Kappen
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Comments

Note, that in the last examplethe optimal control is independentof |, i.e. optimal
stochasticcontrol equalsoptimal deterministiccontrol.

This is true in generalfor 'non-multiplicative’ noise(C; = D; = 0).
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Learning

What happensif (part of) the state is not observed?

For instance,

- As a result of measurementerra we do not know x; but p(XtjYo-t)
- We do not know the parametersof the dynamics

- We do not know the cost/rewards (RL case)
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Learning in RL or receding horizon

Imagineeternity, and you are orderedto cook a very good mealfor tomorrow.

You decideto spend all of today to learn the recipes.
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Learning in RL or receding horizon

Imagineeternity, and you are orderedto cook a very good mealfor tomorrow.

You decideto spend all of today to learn the recipes.

Whenthe next day arrives,you are orderedto cook a verygood mealfor tomorrow.

You decideto spend all of today to lean the recipes
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Learning in RL or receding horizon

Imagineeternity, and you are orderedto cook a very good mealfor tomorrow.

You decideto spend all of today to learn the recipes.

Whenthe next day arrives,you are orderedto cook a verygood mealfor tomorrow.

You decideto spend all of today to learn the recipes.

N

- The leaning phasetakesforever.
- Mix of explaation and optimizing (RL: actor-critic, E3, ...)
- Leaning is not part of the control problem
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Learning in RL or receding horizon

Imagineeternity, and you are orderedto cook a very good mealfor tomorrow.

You decideto spend all of today to learn the recipes.

Whenthe next day arrives,you are orderedto cook a verygood mealfor tomorrow.

You decideto spend all of today to learn the recipes.

N

- The leaning phasetakesforever.
- Mix of explaation and optimizing (RL: actor-critic, E3, ...)
- Leaning is not part of the control problem
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Finite horizon learning

Imagineinsteadlife aswe know it. It is nite and we haveonly onelife.

Aim is to maximizeaccumulatedreward. This requiresto plan your leaning!
- At t = 0, action is useless.

- At t = T, leaning is useless.

learning

action

Problemof inferenceand control.

Bert Kappen
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Inference and control

As an example,considerthe problem
dx = udt+ d

with  unobservedand x observed.with  unobservedand x observed.Path cost
R(x; u;t), endcost (x) andnoisevariance d 2 = dt are given.

The problemis that the future information that we receiveabout dependson u.
Eachtime stepwe observedx and u and thus lean about

Pe+at( Jdx;u) /7 p(dxj ;u)pe( )

The solutionis to augmentthe state spacewith parameters ; (su cient statistics)
that descrie pt( ) = p( J ) and o known. Thenwith = 1, p( = 1) =

(o)
d = “dx= —( udt+d)

NB: In forward passd = F(dx), thus alsoobserved.
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With z; = (X¢; t) we obtain a standad HJB:
. . 1
@(t;z)dt = min R(tz;u)dt+ hdzi, @I (z;1) + 5 dz*  @J(z:t)

with bounday conditionJ(z;T) = (X).

The expectation valuesare conditionedon (X;; ;) and are averagesoverp( | t)
and the Gaussiamoise,cf.

Z
hdxi,, =hudt+di, = udt = dp(]j)

X,

<dz>1 1 Jzt+dh

z 1 1
<dy,
1

t t+dt t
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Certainty equivalence

An important special caseof a partial observablecontrol problem s the Kalman
lter (y observedx not observed).

dx = (x+u)dt+d

y = x+

The costis quadraticin x and u, for instance
* +

Xr 1 2 2
C(Xe;t Upr) = (X7 + u%)
=t

The optimal control is u(x; t).

When x; Is not observed,we can compute p(X¢jYo:t) using Kalman Itering and
the optimal control minimizes

Z
Cke (Yo:t; 6 UpT) = dX¢P(Xt)Yo:t) C(Xt; t; Up.T)
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Sincep(XjYo:t) = N (X¢j t; 2) is Gaussiarand

7
. 2 Xr 1 2 % 2
Ckr (Yostuer) = i Cxptuer)N(xy ¢ )= Zut+ XT
=t =t
1 2
= C( ptuet)+ Q(T t) |
The rst term is identical to the observedcasewith x; ! t. The secondterm

doesnot depend on u and thus doesnot a ect the optimal control.

The optimal control for the Kalman Iter is identicalto the observedcasewith x;
replacedby ;:

Ukr (Yo:t;t) = u( ¢;t)
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Summary

For in nite time problems,leaning is a meta problemwith a time scaleunrelated
to the horizon time.

A nite time partial observabldéor adaptive)control problemisin generalequivalent
to an observablenon-adaptivecontrol problemin an extendedstate space.

The partial observablecaseis generallymore complexthan the observablecase.
For instancea LQ problemwith unknovn parametersis not LQ.

For a Kalman Iter with unobservedstates and known parameters, the partial
observabiliy doesnot a ect the optimal control law (Certainty equivalence).

Leaning can be doneeither in the maximumlikelihcod senseor in a full Bayesian
way.
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Path integral control

Solvingthe PDE is hard. We considera special casethat can be 'solved'.

dx = (f(x;t)+ u)dt+d

1
R(X; u;t) V(x;t) + EuTRu

and (x) arbitrary.

The stochasticHJB equationbecomes:

@ = min %UTRU+V+(f+u)T@J+%Tr( @J)
u

%(@J)TR @) +Vv+1iT@J + %Tr( @J)
R '@J(x;t)

c
1

must be solvedbackward in time with bounday conditionJ(T;x) = (X).
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Closed form solution

If we further assumethat R 1 = for somescala then we can solved In
closedform. The solution containsthe following steps:

SubstituteJ = log in the HIB equations.Becauseof the relationR ! =
the terms quadraticin  canceland only linea terms remain.

@ = H : H = X + f@ + % @
This equationmust be solvedbackward in time with bounday condition ( x; T) =
exp( (X)=).

The lineaity allows us to reversethe direction of computation, replacingit by a
di usion process,in the following way.
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Closed form solution

Let (y; jx;t) descrile a di usion processde ned by the Fokker-Planckequation

@= " @)+, @ =H (1
with  (y;tpx;t) = (y  X).

De ne Z
Ax;t) = dy (y; i) (Cy; ):

It is easyto seeby usingthe equationsof motionsfor and that A(x;t) is
independentof . EvaluatingA(x; R for = tyieldsA(x;t) = ( x;t). Evaluating
A(x;t) for =T yieldsA(x;t) = dy (y;Tjx;t)( y;T). Thus,

AGD = A06T)

(xt) = dy (y;Tixit)exp( (y)=)
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Forward sampling of the diusion process

The di usion equation

v

@= " af)r,d @

can be sampledas

dx = f(x;t)dt+ d
X = X+ dx; with probability 1 V(x;t)dt=
Xi =y, with probability V(x;t)dt=
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Forward sampling of the diusion process

We can estimate

/
(xt) = dy (y;Tix;t)exp(  (y)=)
1 X
5 e (xi(T)=)
12 alive

by computingN trajectoriesx;(t! T);i = 1;:::;N.

'‘Alive’ denotesthe subsetof trajectories that do not get killed along the way by
the y operation.
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The diusion process

The di usion processcan be written as a path integral:
z 1
[} exp —Span (X(t! T))
Z ; 1
Spath (X(t! T)) = d S(x()  TxC); N+ V(x(); )

t

(y; Tix; t)
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The path integral formulation

/
(xt) = dy (Tixtexp -~

z 1
[dx]xexp —=S(x(t! T))

S(x(t! T)) = Span(x(t! T)+ (x(T))

IS a patition sumand J = log therefae can be interpreted as a free
energy S is the energyof a path and the temperature.

The carespnding probability distribution is

1
( x;t)

p(x(t! T)x;t) = exp ES(x(t! T))
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An example: double slit

dx = wudt+d
* +
1 1
C = x(T)%+ d Zu( )%+ V(X 1)
2 0 2
° . ] .
0 0.5 1 15 2
V(x;t = 1) implementsa slit at an intermediate ST T 5—
timet = 1. A By B ;//_
Z | N t:2:\

(x;t)= dy (v;Tix;t)( y;T)

can be solvedin closedform.
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MC sampling on double slit

J(x; 1)

10 -
I

0 0.5 1

15 2

(a) Naivesamplepaths

sampling(n = 100000).

1 X o
Iy —
log & exp( (x7)=)
=1
10 " 3 A
— MC
gt Exact 25} / \\ /]
\ [N MM
61 2l \\\ / \\’\JJ\/ ]
4t /fb 15} \\ »/
" 'Mu‘\\l » ’J/\JI SN | L M vjv/
0 : : 0.5 : : :
10 5 0 5 10 10 5 0 5 10
(b) J(x;t = 0) by naive (c) J(x;t = 0) by Laplace

appoximation and importance
sampling(n = 100).
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The delayed choice

If we go further backin time we encountera new phenomenon:a delayed choice
whento decide.

Whenslit sizegoesto zero,J is givenhby

1.8

z 1.6} T=2
JOT) = log dy (yix)e - L4 =1
_ 10l T=0.5
1 1, X Z
= = =X T log2cosh— °oL
T 2 J T o
. _ 0.6
whereT the time to reachthe slits. 04 . . .
2 1 0 1 2

The expessionbetweenbrackets is a typical free
energywith temperature T.

Symmetrybreakingat T = 1 sepaatestwo qualitatively di erent behavias.
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The delayed choice

stochastic deterministic

0 0.5 1 15 2 0 0.5 1 15 2

The timing of the decision that is whenthe automatondecidesto go left or right,
IS the consequencef spontaneoussymmetrybreaking.

Bert Kappen ICML, July 5 200855




N joint arm In a plane

~

AT

'®)
I
~
X
-]
~
&
~
+
o
NI
c
—~
~—
N

h i [ (;Tjot)exp( (Xn(7)))

h i from uncontrolledpenalizeddi usion. Variational approximation.
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Other path integral control issues

Multiple agentscoordination
RelationReinfacementleaning and learning.

Realisticrobotics applications;Non-di erentiable cost functions (obstacles).
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Summary

Deterministiccontrol can be solvedby
- HJB, a PDE
- PMP, two coupledODEswith mixed bounday conditions

Stochastic control can be solvedby

- HIB in general

- Ricatti equationfor su cient statisticsin LQ case

- Path integral is LQ control with arbitrary cost and dynamics
- RL is specialcase

Leaning, (PO statesor parametervalues)

- Decoupledfrom control in the RL case

- Joint inferenceand control typically harder than control only

- For Kalman lters the PO is irrelevant(certainty equivalence)
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Summary

The PI control problemsprovidesnovellink to machineleaning:
- statistical physics

- symmetrybreaking, 'phasetransitions'

- 'e cient’ computation(MCMC, BP, MF, EP)
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Further reading

Checkout the ICML tutorial paper andreferenceshereandothergenerakeferences
at the tutorial web page

http://ml.cs.tu- berli n.de/~ntou ssai/ 08-opti ma contr ol/

Bert Kappen ICML, July 5 200860




